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Abstract—

In this work we aim to investigate the capability
of imitation learning from sub-optimal demonstrations.
Specifically, we compare various approaches to integrate expert demos with reinforcement learning (RL)
algorithms, and show how the optimality of demos
affects the performance boosted by imitation. Based on
our observation, we developed an intelligent sampling
method that is capable of choosing among sub-optimal
demo trajectories or multiple non-expert agents. With
extensive experiment, our proposed method allows the
agent to converge faster under the scenario of having a
sub-optimal demo. Our approach is able to learn more
efficiently and effortlessly.
I. I NTRODUCTION
Typical reinforcement learning (RL) problems have
three major challenges. The first one is the availability
and effectiveness of reward function. The second and
third challenges are the efficiency of exploration and
the stability of training. Imitation learning from demonstrations can be formulated as a supervised problem,
which is simpler and more stable in training. However,
the distributional shift between demos and the agent’s
action space must be addressed, and the performance
is limited by the demos. Reinforcement learning combined with imitation Learning attempts to solve this
problem, but expert policy or optimal demonstration
may not be available in certain environments.
We aim to investigate the capability of applying
imitation learning from sub-optimal demonstrations and
see if it improve the convergence rate. Various approaches to integrate demos with RL algorithms are
compared. Furthermore, an intelligent replay sampling
method and boosting by multiple non-expert agents are
proposed. Our ultimate goal is to make RL algorithm
converge faster in such scenario.
II. R ELATED W ORK
Rajeswaran et al. [1], [2] train robot arms to perform complex dexterous manipulation via deep reinforcement learning with demonstrations. In particular,

policy network is pre-trained with demo trajectories,
and a supervised loss is augmented. It is shown that
exploring the environment with demo policy and adding
the supervised loss both help policy gradient converge
faster. Deep Deterministic Policy Gradients (DDPG) [3]
allows the agent to learn and actuate in a continuous
space. DDPG from Demonstrations (DDPGfD) [2] is
built upon DDPG by using demonstrations to act as
an alternative to reward shaping, especially in high dimensional problems such as robotics. The replay buffer
[4] is augmented by with demonstrations and agent
transitions and the ratio between them is automatically
tuned using prioritized replay. The original DDPG
algorithm is further modified by using a mix of 1-step
and n-step returns. For data efficiency, the algorithm
also applies multiple learning updates per environment
step. This is a trade-off between learning from existing
data and exploring the environment. Nair et al. [5] use
demonstrations in a replay buffer along with DDPG and
Hindsight Experience Replay as an alternative to exploration, on simulated multi-step robotic tasks such as
object manipulation (pushing, sliding, pick-and-place).
Additionally, they combine a method called Hindsight
Experience Replay [6]. Hindsight experience replay
samples a demo trajectory by randomly choosing a state
from the demo trajectory, which is used as the start
state. The corresponding final state in the trajectory is
taken as the goal. Nevertheless, to generalize the idea
to different tasks and different RL algorithms, a more
thorough investigation need to be done. For instance,
in certain environments where optimal trajectories are
not available, the performance of existing frameworks
could degrade with the given demo. We focus on
learning from sub-optimal demos instead. Hopefully,
general RL algorithms can be trained more efficiently
with the proposed demo sampling method.
A monte carlo policy gradient method, also called
REINFORCE [7], uses a score function gradient estimator (1).
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is a weighting function. If w(s, a) = 0 ∀(s, a) then
we recover the policy gradient objective function. If
w(s, a) = c ∀(s, a) with sufficiently large c, it reduces
to behavior cloning
C. Intelligent Replay Sampling
Transitions of the form (s, a, a’, r) are generated from the demo policy and used to populate the
prioritized replay buffer. Prioritized experience replay
increases the probability of sampling more important
transitions. The probability of sampling a particular
transition i is proportional
to its priority which is
pα
i
P
given by P (i) =
α , where pi is the priority of the
k pk
transition which is defined as Equation (4) [2].
Fig. 1: The flow graph illustrates our proposed method.
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A common way of solving imitation learning problem is called behavior cloning. The optimization formula for behavior cloning is written as Equation (2).
θ is the parameter for the policy π . a, s represents
the action and state. This equation optimizes the log
likelihood of the target behavior.
X
maximize
ln πθ (a∗ |s)
(2)
θ
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III. P ROPOSED M ETHODS
An overview of the proposed framework is shown in
Figure 1.
A. Exploration with Demo Policy
During exploration, an epsilon-greedy policy [8] is
used to randomly sample either the training or demo
policy. The value of epsilon is gradually annealed,
which decreases the probability of using demo actions
as the network learns.
B. Augmented Loss
We augment the objective function with a behavior
cloning loss, which is the mean square error between
the action of the current policy and the demo policy.
Similarly, the weight of the loss decreases over time.
X
gaug =
ln πθ (a|s)Aπ (s, a)+
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a∗ be the optimal action. s be the current state. s
be the action taken. Aπ be the value function parameterized by π . ρD represents some trajectory. w(s, a)

(4)

The priority is based on the last temporal difference
error from the critic, a small value  to ensure that each
transition has a probability of being sampled, a constant
D so that demo transitions have a higher probability
of being sampled and the last term corresponds to the
actor loss applied. The priority automatically controls
the ratio of demo and agent transitions sampled. To
account for the importance sampling, the weights to
the network are weighted by ( N1 . p1i )β
During the experiments, grid search based on time
to reach a fixed average reward was used to select the
values of the hyper-parameters. The value of α = 0.3,
β = 0.4, which is annealed to 1 using a linear schedule,
 = 10−6 , D = 0.01 and λ = 0.01.
Another approach to sampling both expert and agent
transitions is to maintain a separate buffer for expert
demos. In each minibatch, a proportion of transitions
are sampled from the agent prioritized replay buffer
and from the demo prioritized replay buffer. The demo
transitions are also used for a behavioral cloning loss,
which is taken as an mean square error (MSE) between the demo action and the agent action for that
state batch. Additionally, the behavioral cloning loss is
applied only when the critic has higher value for expert
action compared to agent action, as shown in (5) [5].
This is used to account for sub-optimal demonstrations.
ND
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The proportion of transitions sampled from the demo
buffer is annealed over time using a linear schedule.
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Fig. 2: The experimental results of comparing different algorithms using different approach to consider the
sub-optimal demo. We can observe that our approach is able to increase the rate of convergence for the agent.

D. Boosting by Multiple Agents
Given policy from multiple non-expert agents, we
propose to boost the performance by model ensemble.
If multiple agents have consensus on certain transitions,
we believe that they are more likely to be good actions.
Specifically, standard deviation of actions from different agents are used as consensus measurement, which
serves as the weighting of exploration probability or
augmented loss.
IV. E XPERIMENTS
A. Settings
In our experiments, sub-optimal policies or trajectories are obtained from REINFORCE [7] that are
not fully trained. The training is stopped at a low
average reward (typically 100). Other Q-learning and
Policy Gradient [9] methods are expected to benefit
from the guidance of demonstrations. We use DDPG

[3] a reference RL algorithm. DDPG [3] is an actorcritic Q-learning method, which can solve tasks with
high-dimensional action and observation space like
MuJuCo HalfCheetah. REINFORCE is a policy gradient method, which can only reach a small reward in
environments like HalhCheetah.
The implementation of Learning to Play Doom from
Demonstrations (DQfD) is from this site [10]. We implemented our method using Pytorch [11], Numpy [12]
and Matplotlib [13]. In the experiment, we consider
the environments HalfCheetah, InvertedPendulum and
Hopper from gym. [14], [15].
For performance evaluation, we compare the proposed method and other baselines with respects to
convergence speed and average reward over episodes.

B. Results
The experimental results are shown in Figure 2. As
shown in the graphs, faster convergence is achieved
on all 3 environments, by using a REINFORCE policy
with a low average reward. For example, in the case
of Half-Cheetah, it can be seen that all techniques
of exploration, loss augmentation, and using multiple
agents help in much faster convergence in terms of
reaching a given average reward, over vanilla DDPG.
However, in the case of Inverted Pendulum, the exploration with demo performs better than using loss
augmentation. In general, we observed that the epsilon
greedy policy for exploration led to faster convergence
in most environments.
Generally, exploring the environment with suboptimal policies helps the training most effectively.
Augmenting the loss function also accelerate the convergence, yet it may make training process more unstable. Using multiple agents as guidance does not seem
to improve the performance much, but different approaches to incorporate multiple policies remain worthy
to investigate.
For Prioritized Experience Replay(PER), we compared the performance of using PER without a demo
policy, and using two different demo policies with
average reward of 100 and 300 respectively for Inverted
Pendulum. We found that using the demo policy helps
in faster convergence, compared to only using PER.
However, not much improvement is gained by using
a policy with 300 reward. This could be due to the
demo exploring similar states in both cases or not
learning many new actions even with higher reward.
Using a separate demo buffer required careful tuning
of the proportion of demo vs agent transitions and the
annealing schedule. It also took a long time to converge
and was unstable during training. As can be seen from
the graphs, it performed worse that using PER with no
demos.
V. C ONCLUSION & F UTURE WORK
We conclude that even with sub-optimal policies,
training RL is boosted and converged faster. In particular, exploration using demo policy significantly
boosts the learning in most environments. Loss augmentation and using multiple agents also help the
training converge faster. However, they do not provide
the same boost in all environments. Prioritized replay
buffer with both demo and agent transitions is more
stable compared to using two separate replay buffer.
However, using PER required the tuning of a lot of

hyper-parameters. We also observed that a demo policy
with higher reward does not lead to significantly faster
convergence.
As our future work, we plan to explore techniques
to intelligently sample diverse states from demo policy and methods of combining multiple agents with
different levels of experience. More effective ways to
measure consensus and sample actions from multiple
agents also need to be investigated.
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